
Covering resilience: A recent development for binomial checkpointing ∗

Andrea Walther1 and Sri Hari Krishna Narayanan2

June 12, 2016

1 Introduction

Nowadays, adjoint methods form a well established approach to compute gradient information in a very efficient way in
terms of runtime. However, as soon as the considered process involves any kind of nonlinearity, the memory requirement
to compute the corresponding adjoints is in principle proportional to the operation count of the underlying function,
see, e.g., [1, Sec. 4.6]. For this reason, several very different checkpointing techniques have been developed over the
last decades. For a summary of checkpointing approaches see [1, Chap. 12]. All these checkpointing strategies have in
common that they use a small number of memory units (checkpoints) to store the system state at some intermediate
states during the evaluation of the program that computes the function value. Subsequently, the recomputation of
information that is needed for the adjoint computation but currently not available is performed using these checkpoints
in an appropriate way. Hence, all checkpointing techniques represent a compromise between memory requirement and
runtime increase.

For this paper, we assume that the evaluation of the function of interest has a time-step structure given by

xi = Fi(xi−1, ui−1), i = 1, . . . , l , (1)

for a given x0, where xi ∈ Rn, i = 0, . . . , l, denote the state of the considered system and ui ∈ Rm the control. The
operator Fi : Rn × Rm 7→ Rn defines the time step to compute the state xi. The process to compute xl for a given
x0 is also called forward integration. Applying the reverse mode of algorithmic differentiation (AD), one obtains an
adjoint integration of the form

ūl , x̄l given

(x̄i−1, ūi−1) = F̄i(x̄i, ūi, xi−1, ui−1), i = l, . . . , 1, (2)

where the operator F̄i represents the ith adjoint time step. It is important to note that the information of the forward
integration (1) is needed for the adjoint computation (2) in reverse order. To provide this information within a given
limited amount of memory and a minimal number of recomputations, the so-called binomial checkpointing approach
was proposed, see, e.g., [2, 3]. We will use this strategy as a basis to develop a checkpointing approach that can
also handle a breakdown of the computing system. For example there might be a foreseeable suspension, where the
application has to stop for example because a given time limit is reached. This scenario occurs when running our
target application, the MIT General Circulation Model (MITgcm, [4, 5]) on ARCHER, a UK based supercomputer.
The MITgcm code executes around 351,000 time steps to simulate one year of physical time requiring around 24 hours
of wall clock computation time. Because the mean time between failure (MTBF) of ARCHER is lower than 24 hours,
administrative policies require applications to execute only for a fixed time duration significantly less than 24 hours at
a time. Then they are suspended and have to restart. In this case, the application can be restarted from suspension
when checkpoints containing suitable intermediate data are available and the application is aware of its position in
the overall computation. However, it might also happen that the application is killed externally because of machine
failure, i.e., there might be also an unforeseeable breakdown.

For the targeted large-scale applications, the checkpoints comprise a significant amount of data. Furthermore,
checkpoints stored in memory can be lost in the case of an unforeseeable breakdown. Therefore, it is reasonable to
assume that checkpoints may have to necessarily be stored to disk. Then, the access time to read or write a checkpoint
is no longer negligible in contrast to the assumption frequently made for the development of checkpointing approaches.
There are a few contributions to extend the available checkpointing techniques to a hierarchical checkpointing, see,
e.g., [6, 7, 8]. However, to derive a first checkpointing technique that incorporates resilience we ignore this hierarchical
nature and assume throughout that the writing or reading process for a checkpoint is performed asynchronously such
that it does not interfere with the adjoint computation.

This paper has the following structure. In Sect. 2, we describe the functionality of the software revolve [3] that
we will use a starting point for a checkpointing approach and describe the extensions of the binary checkpointing
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approach and therefore also of revolve that are required for resilience. First results with respect to the resulting
temporal complexity will be given in Sect. 3. Finally, we draw conclusions and give an outlook of future work in
Sect. 4.

2 Binomial Checkpointing for Resilience

It was shown in [3] that a checkpointing scheme based on binomial coefficients yields for a given number of checkpoints
the optimal temporal complexity, i.e., the minimal number of time steps that have to be recomputed. To apply
the binomial checkpointing strategy, the software revolve can be used to steer the adjoint computation. Then the
corresponding calculations are performed within a while-loop where revolve determines the next action to be performed.
We have to stress that revolve provides a so-called serial checkpointing. That is, only one forward time step or one
adjoint step is performed at each stage of the adjoint computation. This is in contrast to so-called parallel checkpointing
techniques where several forward time steps might be performed in parallel even in conjunction with one adjoint step.

Up to now it was always assumed that the adjoint computation using revolve is free of any failures. However, even
if we use serial checkpointing the computation of the forward step or the adjoint step may be performed heavily in
parallel, i.e., may be evaluated on a large scale computer system. This is precisely the situation where we have to
take resilience into account and therefore an appropriately adapted extension of binomial checkpointing approach is
required.

The ability to recover from a possible breakdown yields two additional aspects that have to be covered by the
checkpointing strategy. First, the distance between two checkpoints should not be too large such that a restart of
the computation is not too costly. This results in an upper bound on the distance of two checkpoints. That is, the
number of time steps between two consecutive checkpoints should not exceed this upper bound. Second, because
a breakdown could also happen during the actual adjoint computation the adjoint state has to be checkpointed as
well. However, due to the nature of the adjoint computation, only one adjoint state is required to restart the adjoint
computation such that only one checkpoint is required for the adjoint information and its content is overwritten by
the next adjoint state. Because the target application is of large scale, we have to cover the situation where it is not
possible to checkpoint every adjoint state computed. Therefore, also a certain distance, i.e., number of adjoint steps,
between these so-called adjoint checkpoints has to be taking into account. To distinguish between the two types of
checkpoints, we will call the checkpoints storing the information on the state x state checkpoints.

Because the adjoint checkpoints do not influence the checkpointing strategy, only the maximal distance between
two state checkpoints interferes with the binomial checkpointing strategy. To limit the number of time steps between
two consecutive state checkpoints, we first compute the distance required for the optimal, i.e., binomial checkpointing.
Then, this number is compared with the upper bound on the distance. If the distance for the optimal binomial
checkpointing is smaller than the upper bound this value is taken. Otherwise, only the number of time steps given by
the upper bound is performed despite the fact that the overall checkpointing strategy might be only suboptimal.

As a first observation, one has to note that the maximal distance between two consecutive state checkpoints
denoted by d can not be chosen completely independently from the number of available checkpoints denoted by c and
the number of time steps denoted by l, because the equality

l ≤ d · c

must hold. Hence, this equation limits the distance d for resilience purposes from below by dl/ce. If l is close
to the upper bound d · c defined by the values of c and d, many recomputations have to be performed because the
resulting checkpointing scheme becomes similar to the strategy of complete recomputation for large parts of the adjoint
computation.

3 First Results with Respect to Complexity

To illustrate the influence of the checkpointing also for resilience, we consider the small academic test case given by

min J(x, u) with J(x, u) ≡ x2(1),

s.t. x′1(t) = 0.5x1(t) + u(t), x1(0) = 1

x′2(t) = x1(t)2 + 0.5u(t)2, x2(0) = 0

t ∈ [0, 1] .

For this optimization problem, the adjoint can be derived analytically yielding

λ′1(t) = −0.5λ1(t)− 2x1(t)λ2(t) λ1(1) = 0

λ′2(t) = 0 λ2(1) = 1,

such that it is possible to verify the correctness of the adjoint computation also for the extended version of revolve
covering resilience.
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Figure 1: Extended checkpointing approach for 100,000 time steps

We tested and verified the binomial checkpointing with resilience for up to 100,000 time steps and breakdowns
occurring at numerous different places. As representative observation, the left-hand side of Fig. 1 illustrates the
additional recomputations needed by the optimal binomial checkpointing with resilience as solid line for 100,000 steps
and a varying number of checkpoints. The additional recomputations needed by the binomial checkpointing approach
that incorporates resilience are illustrated with dotted lines for the resilience distances of 5000, 1000, 500, and 250
time steps if no breakdown occures. Hence, this picture illustrates the penalty that we face for taking resilience into
account.

As can be seen, there is a very high number of additional time steps required for a c, d-combinations where the
product of both values is close to l. In these cases the temporal complexity of the resulting checkpointing strategy
deviate a lot from the optimal one due to the reason explained at the end of the last section. On the other hand, for
this example it can be also seen that the binomial checkpointing with resilience does not interfere with the optimality
of the binomial checkpointing if the product d · c is reasonably larger than l.

This observation might be a little surprising, especially because the checkpoint distance for resilience is in numerous
cases smaller than the checkpoint distance chosen by the current version of revolve approach as illustrated on the right-
hand side of Fig. 1 for the first four checkpoints to compute the adjoint of 100,000 steps and a varying number of
checkpoints.

To explain the surprisingly good temporal complexity of the checkpointing for resilience, the strategy to place the
next state checkpoint l̂ has to be examined. As shown in [3], for almost all cases there are numerous possibilities to
set the next state checkpoint as illustrated by the large diamond in Fig. 2. Here, the number of time steps l varies
such that

β(c, r − 1) < l ≤ β(c, r) ≡
(
c+ r

c

)
holds for the given number of checkpoints c and an integer value r. The approach chosen by revolve is such that the
number of times a state checkpoint is written is minimized, see [3, Prop. 2]. The corresponding possible choices to
place the next state checkpoint are illustrated by the two small diamonds in dark gray in Fig. 2. The distance between
two consecutive state checkpoints has absolutely no influence on this choice. To minimize this distance, as alternative
strategy one can chose the next state checkpoint according to the solid black line in Fig. 2.

This alternative strategy will be analyzed in more detail in the full paper. That is, first theoretical results with
respect to the optimality of the proposed checkpointing for resilience will be shown for a large range of d − c com-
binations. In addition to these theoretical considerations, we will present and analyze a performance study for the
targeted large-scale application, i.e., the MITgcm code.

4 Conclusions and Future Work

We have presented a modified binomial checkpointing algorithm for resilience such that a restart of the adjoint
computation after a breakdown of the computing system becomes possible. The modified algorithm maintains the
optimality of binomial checkpointing while limiting the maximum distance between successive forward and adjoint
checkpoints for numerous situations. The required changes were integrated in the software package revolve for binomial
checkpointing for a first complexity study. The performance of this new checkpointing strategy will be analyzed for
the MITgcm code, i.e., a large application running on a large-scale computing machine.

Future work has to examine the question where checkpoints are stored and how this might influence the check-
pointing strategy if the time to write and read a state or adjoint checkpoint is no longer ignored.
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Figure 2: Possible places for the next state checkpoint l̂
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