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These two books, published in 2014, show how to use MPI, the Message
Passing Interface, to write parallel programs.  Using MPI,
now in its 3rd edition, provides an introduction to using MPI,
including examples of the parallel computing code needed for
simulations of partial differential equations and n-body problems.
Using Advanced MPI covers additional features of MPI,
including parallel I/O, one-sided or remote memory access
communcication, and using threads and shared memory from MPI.





What is MPI?


MPI, the Message-Passing Interface, is an application programmer interface (API) for programming parallel computers.  It was first released in 1992 and transformed scientific parallel computing.  Today, MPI is widely using on everything from laptops (where it makes it easy to develop and debug) to the world's largest and fastest computers.  Among the reasons for the the success of MPI is its focus on performance, scalability, and support for building tools and libraries that extend the power of MPI.

Examples


	Using MPI (gzipped tar file)

	Using Advanced MPI (gzipped tar file)




Errata


	Using MPI (as HTML)

	Using Advanced MPI (as HTML)




News and Reviews


	BLOG entry by Torsten Hoefler, one of the authors of Using Advanced MPI.
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