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Abstract—As researchers continue to architect massive- caches, shared memory and memory management de-
scale systems, it is becoming clear that these systems willyices, and shared network infrastructure. Speci cally,

utilize a signi cant amount of shared hardware between \yith respect to the shared network infrastructure, sys-
processing units. Systems such as the IBM Blue Gene

(BG) and Cray XT have started utilizing at (i.e., scalable) tems such as the IBM Bluc-.:‘.(.Bene [1]'. [2] and Cray
networks, which differ from switched fabrics in that they ~XT [3], [4] have started utilizing at (i.e. scalable)

use a 3D torus or similar topology. This allows the network networks which differ from switched fabrics in that
to grow only linearly with system scale, instead of the super they use a 3D torus or similar topology. The primary
linear growth needed for full fat-tree switched topologies benet of using such at networks is that the number

but at the cost of increased network sharing between . )
processing nodes. While in many cases a full fat-tree is of network components grows only linearly with system

an over estimate of the needed bisectional bandwidth, it is Siz€ instead of the super linear growth needed for full
not clear whether the other extreme of a at topology is fat-tree switched topologies; hence the network cost and

suf cient to move data around the network efciently. In  fajlure rate do not rapidly outgrow the rest of the system.
this paper, we study the network behavior of the IBM

BG/P using several application communication kernels, Although at networks have benets compared to
and we monitor network congestion behavior based on switched fabrics, they come at the cost of increased
detailed hardware counters. Our studies scale from small petwork sharing between processing nodes. For example,

systems to 8 racks (32,768 cores) of BG/P and provide, 5 3p torus, each node has six neighbors that it directly
insights into the network communication characteristics @

the system.As researchers continue to architect massive- CONNECIS to. To reach other nodes, it has to make multiple
scale systems, it is becoming clear that these systems willhops. Therefore, unless each node communicates with
utilize a signi cant amount of shared hardware between only its physically nearest neighbors, it will be forced
E’é‘é’)e:ﬁié‘%r:”“;-T ﬁgséeg?:rtzg(:ht'lasnéhzt '('32” E(:';; b(li‘sneto share network links with other communication. Simi-
y Vi utilizi ie.,
networks, which differ from switched fabrics in that they larly, for systems sgch as the IBM Blue Gene/P (BG/P)
use a 3D torus or similar topology. This allows the network that share a collective network across all nodes, a subset
to grow only linearly with system scale, instead of the super Of the nodes using the collective network might mean

linear growth needed for full fat-tree switched topologies that another completely independent subset of nodes
but at the cost of increased network sharing between cgnnot use it at the same time.

processing nodes. While in many cases a full fat-tree is

an over estimate of the needed bisectional bandwidth, it While in many cases a full fat-tree is an over estimate of

is not clear whether the other extreme of a at topology the needed bisectional bandwidth, it is not clear whether
is suf cient to move data around the network efciently.  the other extreme of a at topology is suf cient to move

In this paper, we study the network behavior of the 1BM 445 around the network ef ciently. A full fat-tree topol-
BG/P using several application communication kernels, and

we monitor network congestion behavior based on detailed 09Y guarantees that there exists a full set of non blocking
hardware counters. Our studies scale from small systems paths between all pairs of nodes in the system. Although,
to 8 racks (32,768 cores) of BG/P and provide insights into this is not equivalent to saying that all communication
the network communication characteristics of the system. i 3 fat-tree topology is fully nonblocking, the additional

| Introduction network components available in the system do help

Large-scale systems with hundreds of thousands of coR&Works avoid congestion issues. A at network, on the
are available today. As we look forward to even largetther hand, utilizes signi cantly fewer network compo-
systems, it is becoming clear that these systems wiignts, especially for large systems. What does this mean
utilize considerable shared hardware, including sharf the data that needs to be communicated? If we reduce



the number of network components, the data has to [1. Overview of the BG/P Network

share the available network links, which can potentiallgG/P is the second generation in the IBM BG family.
lead to more network congestion. At the same timBG/P systems comprise individual racks that can be
most scalable applications do not communicate with albnnected together; each rack contains 1024 four-core
processes in the system; they rely mostly on clique-basggldes, for a total of 4096 cores per rack. Blue Gene
communication which refers to the ability of applicationgystems have a hierarchical structure. Nodes are grouped
to form small sub-groups of processes with a majority gfito midplanes, which contain 512 nodesinan 8 8

the communication (at least in the performance-criticatructure. Each rack contains two such midplanes. Large

path) happening within these groups. Nearest neightBlue Gene systems are constructed in multiple rows of
(e.g., PDE solvers, molecular dynamics simulations) angcks.

Cartesian grids (e.g., FFT solvers) are popular examples -
of such communication [5], [6], [7]. Thus, in such’gs shown in Figure 1, each node on the BG/P uses a

. /}(—core architecture, with each core having a separate L2
environments would the reduced number of networ L
cache and a semi-distributed L3 cache (shared between

ggt}z;&n&; network topology really increase networktwo cores). Each node is conn.ecte.d to ve different
networks [9]. Two of them, 10-Gigabit Ethernet and 1-

In light of these two arguments, it is important for ussigabit Ethernet with JTAG interfaceare used for le

to understand how such at networks behave for dift/O and system management. The other three are used

ferent application communication patterns. Speci callyfor MPI communication.

are such at networks suf cient for most common com-

munication patterns? Or are they completely unscalable? —=

How does network congestion behavior vary as we scale | s |z
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and cliqgue-based communication mechanisms such a:

cartesian communication and logical nearest neighbor mﬂ

communication with varying number of dimensions. Our s
experiments, which use the Message Passing Interfact F
(MPI) [8] as the underlying communication mechanism,

study different communication patterns within each com-
munication clique, such as all-to-all, broadcast, and alfg. 1. BG/P Architecture [10]

gather. Further, for all these cases, we used detailed hard-

ware pro ling counters to study network congestion and

understand the impact of shared network hardware 8AD Torus Network: This network is used for MPI
such communication patterns. Our experiments, whigoint-to-point and multicast operations and connects all
scale from small systems to up to 8 racks (32,768 corex)mpute nodes to form a 3-D torus (each node has six
of one of the largest BG/P systems in the world (ateighbors). Each link provides a bandwidth of 425 MB/s
Argonne National Laboratory), provide insight into theper direction, for a total bidirectional bandwidth of 5.1
network communication characteristics of the system.GB/s. As shown in Figure 1, as though each node has
W§ix bidirectional links on each node, there is only one
ishared DMA engine.

The remainder of the paper is organized as follo
We present a brief overview of the IBM BG/P networ
infrastructure in Section Il. Some of our prior work thatlobal Collective Network: This is a one-to-all network
serves as a motivation for the study in this paper for compute and I/O nodes used for MPI collective com-
presented in Section lll. Detailed experimental resultaunication (for regular collectives with small amounts
and the corresponding analysis are presented in Sef-data) and I/O services. Each node has three links to
tion V. Other literature related to our work is presentethis network (total of 5.1 GB/s bidirectional bandwidth).
in Section V. We draw conclusions in Section VI.

1JTAG is the IEEE 1149.1 standard for system diagnosis and
management



Global Interrupt Network: This is an extremely scal- that the link is busy. Thus, there is no throttling for ow-
able network specically used for global barriers andhrough data causing it to achieve high-performance but
interrupts. For example, the global barrier latency of at the expense of other ows.

72K-node partition is approximately 1.8. Figure 2(b) shows the hot-spot communication perfor-

The compute cores in the nodes do not handle packetsrnance, where a single “master” process performs a
the torus network; the DMA engine of oads most of thdatency test with a group of “worker” processes, thus

network packet injecting and receiving work, enablinforming a communication hotspot (the graph uses a
better overlap of computation and communication. Howeg-log scale). This test is designed to emulate master-
ever, the cores directly handle sending/receiving packeterker communication models. For all message sizes,
from the collective network. we see an exponential increase in the hot-spot latency

The DMA engine on the BG/P maintains a buffer regioﬁ’yith increasing system size. This is attributed to the

known as the DMA EIEO. where it stores data that h&ongestion that occurs when multiple messages arrive via
been handed over to it by the upper layers but has not )}Q? limited nurr?ber of Ilnks_ sur_roundlng a single mdaster
been reliably transmitted on the network. A process caiCC€SS: As the system size increases, more and more

queue data to be sent on the network by adding it to tAeSSages are pushed to the same process, further in-
DMA FIFO buffer. If this FIFO buffer is full, the process C'€asing congestion and causing signi cant performance

can request the hardware for an interrupt when the DMASS:

engine has transmitted some data, creating more sp&igure 3(a) shows the performance of global all-to-
in the FIFO. On receiving such an interrupt, the procesdl communication. We notice that time taken for
can re |l the FIFO with more data. MPI_Alltoall increases super linearly, especially for
large messages. This represents the worst-case commu-

1. Prior Work nication behavior but gives a good indication of the

In this section, we present performance measurémep§eantial congestion issues a at network might face.
from our prior work [11], which motivated the study in

this paper. Figure 3(b) shows the impact of different process map-

pings on the performance of a nearest-neighbor commu-

Figure 2(a) shows the point-to-point bandwidth achievegd aiion kernel, HALO [12]. Different mappings indicate
by two ows that have an overlapping link on the BG/Py, \p) ranks are allocated. For example, XYZT in-

We pick four processes on a full torus system partitioflicates that ranks are ordered rst with respect to the

that are contiguously located along a single dimensign,yis on the 3D torus, then the y-axis, and so on. The

(say PO, P1, P2, and P3). These four processes fofiiis refers to the cores within the node. As shown
two pairs, with each pair performing the bandwidth tesf, i, gure, these mappings can have up to a threefold
PO sends data to P3 (which takes the route PO-P:

) , H'n_gact for a system size of 128K processes, because how
P2-P3) and P1 sends data to P2 (which takes a dirgel esses are mapped to the system nodes essentially
one hop route, P1-P2). Thus, the link connecting

] i determines the characteristics of network traf c, and
and P2 is shared for both communication streams.

. e %@entually network congestion.
shown in the gure, the communication between PO and

P3 (legend “P0-P3"), achieves the same bandwidth as describ I(\j/._Experir_nents and Analysis )
an uncongested link (legend “No overlap”) illustratind*S described in- Section III,hlncreasmg system sizes
that the link congestion has no performance impact Ve @ Signi cant impact on the system communication

this stream. However, for the communication betweeqprformgnce, much of Wh'Ch_'S attributed to net\{vork_
P1 and P2 (legend “P1-P2"), there is a signi canfongestion. However, measuring network congestion is
performance impact. The reason for this asymmetrﬂf)t trivial. In this paper, we utilize the BG/P ngtwork
performance for these two streams is related to t{igrdware counters to measure the number of times the
congestion management mechanism of BG/P. Like mdigde has data to send but does not have network credits
other networks, BG/P uses a sender driven data-ré?esend daFa. While this count does not give the_ actual
throttling mechanism to manage network congestioﬁ.mount ofnme for which the host faced _congestlon, a
Speci cally, when the sender is trying to send data, if thi2"9€r count, in general, means that there is more network
immediate link on which data needs to be transmitted f@Ngestion.

busy, the sender throttles the sending rate. On the othethis section, we study network congestion behavior for
hand, for ow-through data, the sender is not directlyhree broad classes of logical communication topologies:
connected to the congested link and hence cannot “s€a) global communication (described in Section IV-A),
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Fig. 3. (a) Global All-to-All Communication Performance; (b) Nearest-Neighbor Communication

(b) cartesian communication (described in Section IV-B), Alltoallv: Global Communication (Message Size: 64k)
and (c) nearest-neighbor communication (described in 1.09951e+1 ; ; ;
Section IV-C). Global communication deals with single 3.43597e+1(

communication operations that involve all processes in 1073746404
the system, while Cartesian and nearest neighbor deal
with smaller cliques, where each process communicates§
only with a subset of the processes (a more commone  1.04856e+0g
approach for massively scalable applications). = 32768F ]

3.35544e+07 E

1024 F ]
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In this section we show the communication impact of
global communication with increasing system size.

All-to-all  communication:  Figure 4  utilizes

MPI_Alitoall ’ as. a worst-case indication of ig. 4. Global Communication (64 KB Message Size):
the network congestion for the system. The legend Wip; Alitoall

the graph represents the number of network stall events —

noticed along all the dimensions in the 3D torus. Since

this collective relies only on the 3D torus network, the

other networks are not relevant in this case. increasing system size. This behavior is based on the

For global communication, we notice that the overaletwork congestion behavior described in Section II.
network stall count is high even for 2048 processeSpeci cally, the process keeps adding messages to the
and the increase in the stall count itself decreases wittMA FIFO buffer as long as there is space to add. Once

4



the FIFO buffer is full (because the application is addingages, one from each process. Since there is only one
messages faster than the DMA engine can send out datdared collective network, however all these broad-
the process just requests the network for an interrupasts have to wait for the network to become avail-
when there is space available in the DMA FIFO, and ge&ble. Thus, with increasing system size, the number of
back to its processing. As the congestion increases, ttalls each process sees increases as well. In Figure 5,
rate at which the DMA engine can empty its FIFO dropwe see a similar trend asIPI_Alltoall even for
(since the network link is available for data transmissioMPI_Allgather ; that is, the overall network stall
fewer times). Eventually, as the network congestion hitount is high even for 2048 processes, and it stays
a critical level, as soon as the DMA FIFO advertises thelatively unchanged with increasing system size. The
availability of N bytes in the FIFO buffer, the procesgseason is a similar to that witMP1_Alltoall

queues up data corresponding to thésebytes before giq4cast communication: We have also done mea-
the DMA engine can transmit any more data. Thereforgwemems withVIP|_Bcast . These do not show any
when the network reaches this critical congestion leveloyori stalls, however since the collective network is
we do not SEE any more Increase in the network St?]' ed only once within each broadcast operation, unlike
counter, as illustrated in Figure 4. an allgather operation where each node does a broadcast
This situation essentially demonstrates that all-to-adin the same network. Thus, there is no congestion. These
kind of communication is fundamentally unscalable oresults are not shown in this paper.

at torus networks even for small system sizes (2048

processes). With systems with hundreds of thousandskf Cartesian Communication

processes available today, all-to-all communication eV§R this section we measure the network congestion
within smaller groups of processes can have a substanfighayior of BG/P for Cartesian communication patterns.
impact on network congestion and consequently overalheci cally, the application logically lays out all the
communication behavior. processes in the system on an N-dimensional grid and
All-gather communication: Figure 5 shows the network communicates with processes only in one of the dimen-
congestion behavior dfIPI_Allgather  with increas- sions at a time. For example, in a two dimensional grid,
ing system size. For large messagd®)|_Allgather a process communicates only with the other processes
utilizes the collective network for its communicationin its row or its column.

Thus, in this experiment, we measure the number of

times the end node has data to send but the network Alltoallv: 2D Cartesian (Message Size: 64k)

is busy with other communication. 8.43597e+1 ; ' '

1.07374e+09

Allgather - Collective Pending Requests (Messsage Size: 4k)
3.35544e+07

1.048586+08 //
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Fig. 5. Global Communication (4 KB Message Size):

MPI_Allgather Figure 6 shows the network congestion behavior for a 3D

Cartesian grid where each process communicates with
other processes on a 2D plane (which is a subset of
For medium to large-sized messageé$)l_Allgather the processes in the system). As shown in the gure,
is implemented by using multipl&1Pl_Bcast mes- however the network congestion behavior for this case



is not very different from that of global communicationmethods. For 2D process grids in both cases, how-
as illustrated in Figure 4. ever, we notice that there is typically no signi cant

To understand this behavior, we rst need to look a@ongestion, except for 8192 processes. For 3D process

the correspondence between the physical topology of tﬂgds’ however the congestion is signi cantly higher.

processes and the logical Cartesian grid that the app_ihis is because, as described in Section IV-B, there is no

cation forms by using a call tMPI_Dims_create tight correspondence between the physical topology and

As shown in Table I, the processes in the systerﬁ olhe Iogical_topology, especially for higher— dimensional
laid out across four physical dimensions—three of thegéocef's g_rlds;. Thus, the nearest neighbors” for aprocess
(X, Y, Z) correspond to the 3D torus, and the fourth (Tn a logical process grid can be anyw_here in the
is the cores on each node (so it can go to a maxim ysical layout, leading to signi cant requirements on

of 4). The logical dimensions, on the other hand, are gge network bisectional bandwidth even in this case.

returned byMPI_Dims_create V. Related Work

With this layout, a 2D plane in the logical 3D procesgyeyious work has been done on understanding the
grid would correspond to a large number of nodes in thé,mmunication and non-communication overheads (in
system. For example, consider the 2048-process Caggs context of MPI) on various architectures [13], [14],
here, a logical 2D plane using X and Y dimensiong g} [16], [17], [18]. However, none of this work looks
would have 32 8 (256) processes. Since the physical; the network saturation behavior that is becoming

topology has processes laid out as& 8 4, NOWeVer jn.reasingly important with system size, which is the
these groups of 256 processes would correspond ¢ ;s of this paper.

segments of size 88 4 in the physical topology. Thus,

each core on a node (T dimension) would belong to Recent work has also addressed the issue of recently to
different logical 2D plane, causing traf ¢ in one |ogica|understand whether MPI would scale to such massively

2D plane to interfere with the traf ¢ in the other logicall@'d€ Systems or whether an alternative programming
2D planes. model is needed. This includes work in extending MPI it-

, , ) self [19] as well as other models including UPC [20], Co-
This mismatch between the logical process layout aWrray Fortran [21], Global Arrays [22], OpenMP [23]
the physical layout results in traf ¢ interference and nety, 4 hybrid programming models (MPI + OpenMP [24]
work congestion, even though each process is *logicallygp) + ypc). while this paper utilizes MPI for measur-
communicating within its clique of processes. ing the network congestion behavior, most of the insights

are independent of MPI and do give a general indication
C. Nearest-Neighbor Communication of potential pitfalls other models might run into as well.

In this section we study the network congestion behavior
when the application has a nearest-neighbor communica- VI. Conclusions and Future Work

tion pattern. In such communication, the processes qlhethis paper, we performed a detailed analysis of the

laid out as an N dlm_enS|onaI logical grid (in a Sameongestlon behavior on the IBM Blue Gene/P system,
way as a Cartesian grid), but each process communicates . . :

o ) . . . . in“order to understand the impact of increasing system
only with its neighbors in each dimension (unlike a

: . : ..~ spales on different application communication patterns.
Cartesian grid where a process communicates with . . C S
) : : e studied various application communication kernels,
other processes in each dimension).

including global communication between all processes
Such communication is typically done by using one aind clique-based communication mechanisms such as
two methods. In the rst method, each process dogsartesian communication and logical nearest-neighbor
MPI_Alltoallv but species a zero data count tocommunication with varying number of dimensions
all processes other than its neighbors (for example, th@d different communication patterns. Our experiments,
PETSc [7] numerical library has an option to performvhich scale from small systems to 8 racks (32,768 cores)
this kind of communication). In the second method, eaa}f BG/P, provide insight into the network communication
process manually performs point-to-point communic@haracteristics of the system.

tion with its logical neighbors. Different process mappings have different network con-

Figures 7 and 8 show the performance of both methoggstion behavior resulting in different performance. As

for 2D_and 3D_ Iog|cal process grids. As expecteduture work, we plan to investigate the magnitude of this

we notice no signi cant difference between the twampact, and ways in which the best mapping can be pre-
decided.

6
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Fig. 7. Nearest Neighbor Communication: MPI_Alltoallv

TABLE |

Summary of partition shapes

Processes Nodes Physical Dimensions (XYZT) Logical Dinwess(XYZ)
2048 512 88 8 4 32 8 8

4096 1024 88 16 4 64 8 8

8192 2048 88 32 4 128 8 8

16384 4096 816 32 4 128 16 8

32768 8192 832 32 4 128 32 8
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