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Abstract—We investigate the representation of discrete scien-
tific data with a Ck functional model, where Ck denotes k-
th order continuity, in a distributed-memory parallel setting.
The Multivariate Functional Approximation (MFA) model is a
piecewise-continuous functional approximation based on multi-
variate high-dimensional B-splines. When computing an MFA
approximation in parallel over multiple blocks in a spatial
domain decomposition, the interior of each block will be Ck,
k being the B-spline polynomial degree, but discontinuities exist
across neighboring block boundaries. We present an efficient and
scalable solution that involves blending neighboring approxima-
tions to ensure Ck continuity across block boundaries. We show
that after decomposing the domain in structured, overlapping
blocks and approximating blocks independently to high degrees
of accuracy, we can extend the local solution, in a postprocessing
step, to the global domain by using compact, multidimensional
smoothstep functions. We prove that this approach, which can be
viewed as an extended partition of unity approximation method,
is scalable on high-performance computing architectures.

Index Terms—Multivariate functional approximation, B-
splines, NURBS modeling, blending, smoothstep

I. INTRODUCTION

This paper builds on the ongoing investigation in redefining
discrete scientific data by an alternative representation, the
Multivariate Functional Approximation (MFA). By approxi-
mating raw discrete data with a hypervolume of piecewise-
continuous functions, the MFA model can represent scientific
data from simulations, experiments, analyses, and visualiza-
tions. Compared with existing discrete data models, the MFA
model is designed to enable most spatiotemporal analyses
without reverting back to the original discrete form, usually
while occupying less storage space.

In [1], the authors showed an effective way of scaling and
parallelizing the MFA model, using block decomposition of
the global domain, but they left open the problem of continuity
along block boundaries. In this follow-up paper, we offer a
solution to this problem by extending local block approxima-
tions to the global domain, while maintaining desired error
levels and degree of continuity. We also demonstrate that our
solution scales well on existing high-performance computing
architectures.

Our method is applicable to very large datasets for which a
global continuous and differentiable approximation is needed.
In our divide-and-conquer approach, locally computed parallel
approximations are combined in a systematic way to produce
a global continuous approximation.

Section II summarizes related work in functional data anal-
ysis, low-rank approximations, and applications of functional
data representations. Section III reviews the approach used
in [1] with respect to NURBS-based approximations and
block decompositions, needed for scaling and parallelization.
Section IV explains the novel methodology used to ensure Ck

continuity across blocks, which is the main contribution of this
paper. Section V evaluates our model on synthetic and actual
test data. Section VI summarizes our work and outlines the
next research topics we intend to pursue.

II. RELATED WORK

Multivariate functional approximation borrows ideas from
several fields: compression, statistics, modeling, visualization,
and analysis. Piecewise functional approximations replace
discrete data points with linear combinations of basis functions
and a small number of reference points called control points.
Statisticians call this method functional data analysis [2],
[3], with low-dimensional serial implementations available in
popular statistics packages [4].

A key decision in functional data analysis is the choice
of the basis function family. Fourier [5], wavelet [6], [7],
geometric (i.e., spline) [8], and radial basis functions [9] are
commonly used. We use geometric (NURBS) bases for the
MFA because they mirror the space-time properties in the
original data and retain these geometric properties in analytics
and visualization. NURBS are commonly used in computer-
aided design, manufacturing, and engineering and are part
of numerous industry-wide standards. Computing geometric
bases requires minimal memory overhead, and the parallel
decomposition of the original space-time domain is identical in
the geometric functional domain, an important consideration
for minimizing data movement at scale.

Partitions of unity are useful because they allow local con-
structions to extend to the entire domain of interest. Partition
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of unity methods [10] are used in [11] and [12] to compute
interpolants on scattered data lying in convex domains, through
a block-based searching technique or through a kd-tree space
partitioning structure, by blending radial basis functions as
local approximants.

Sederberg et al. [13] introduced T-splines to ensure conti-
nuity along B-spline patches, by merging two surfaces with
different knot vectors into a single T-spline. Compared with
NURBS, modeling surfaces with T-splines can reduce the
number of control points and make pieces easier to merge,
but T-splines increase the bookkeeping effort to keep track
of the irregular connectivity. In order to smoothly join points
where more than three surface patches meet, T-splines have
been combined with geometrically continuous constructions
of degree 3 by 3 (bicubic) and degree 4 by 4 (biquartic).

III. MULTIVARIATE FUNCTIONAL APPROXIMATION

NURBS, in addition to being able to model complex
data with a small number of control points, are piecewise-
continuous, are differentiable to degree k, have local sup-
port, and are invariant to affine transformations. To compute
the MFA in d dimensions, we use a tensor(d) product of
NURBS bases in 1-d. We approximate field geometry (space-
time vertex positions) and science variables (pressure, density,
temperature, etc.) in separate MFA models, which can have
different polynomial degrees, knots, and control points. The
knots are scalars in the range [0.0, 1.0] that map partitions of
the data to the control points and basis functions.

As in [1], we assume the input data points lie in a tensor
product of dimension d. The tensor product is topologically
a high-dimensional rectangular grid. However, the physical
mesh does not have to be strictly regular as long as there exists
a one-to-one mapping of physical coordinates (x, y, z, ...)
to (u, v, w, ...) parameters. The experiments for this paper
assume that we use regular datasets, assuming the entire
domain to be one input patch.

We first decompose the input data in structured blocks,
aligned with the coordinate axes. Blocks are extended with
halo (ghost) regions, so that they are overlapping in the
computational domain by uniform amounts. We approximate
within each extended block independently; the result is a
structured set of block approximations that will be blended
at evaluation time.

Within each block, because the input points in our exper-
iments align with the principal axes, we assign input point
parameters according to the spacing of input points in each of
the principal domain dimensions.

Block parallelism is used to decompose the domain into
blocks and execute each block in distributed-memory compute
nodes of a supercomputer or computing cluster. We use
DIY [14] to accomplish block parallelism. We use DIY’s
framework for communication between blocks, for exchanging
shared points and ghost regions for input data, for exchang-
ing the evaluated points of the overlapping blocks, and for
computing global error measures.

As in [1], each block of the parallel data model is a tensor
product defined by n control points and n+k+1 knots in each
dimension. Control points are in the same coordinate system
as original data points, meaning that the same spatiotemporal
domain decomposition used for input data can be reused
for the MFA. The basis functions are not stored and are
recomputed as needed.

The output MFA is stored in a binary file in DIY format,
which is read and written in parallel using MPI-I/O. A serial
utility converts the file to VTK format so that the results are
compatible with visualization and analysis tools derived from
VTK such as ParaView [15] and VisIt [16].

The MFA is designed to be used for subsequent data
analysis and visualization, distinguishing it from other basis
representations such as wavelets, cosine transformations, and
compression algorithms that require the inverse transform to
first be applied. Once the model is computed, one can evaluate
the model at any point in the interior of any block, not just
at the original input points, and differentiate the model up to
the k-th derivative in any combination of partial derivatives in
the domain dimensions [17].

IV. CONTINUITY ACROSS BLOCKS

To ensure continuity across blocks, we devise a novel
method in which we combine neighboring block MFA so-
lutions, using multidimensional smoothstep functions. After
we decompose the global domain in structured blocks, we
enlarge each block with a ghost region that covers a fraction
of neighboring blocks, and we compute an MFA approxima-
tion on each extended block. In the overlapping regions, we
blend overlapping local solutions with smoothstep functions of
desired continuity that are guaranteed to not increase local ap-
proximation error. The blending is done during the evaluation
of points from the MFA. The new blended global solution
is guaranteed to have the same error as the independently
computed local approximations.

A. Continuity in 1-D

We begin by explaining how to achieve continuity in 1-d; we
will extend it to higher dimensions later. We need a function of
continuity Ck, which transitions from 0.0 to 1.0 over a closed
interval [0, 1]. After scaling and translating, this function will
allow for a smooth transition between blocks (intervals in 1-
d). Many Ck functions have the desired properties; simple
polynomials can be determined by imposing null derivatives
at 0 and 1, up to the kth derivative.

Sk(x) = xk+1
k∑

n=0

(
n+ k

n

)(
2k + 1

k − n

)
(−x)n , x ∈ [0, 1]

(1)
Equation (1) defines a family of smoothstep functions, and

Figure 1 shows smoothstep functions of continuity Ck and
their first derivatives, where k is 0, 1, 2, or 3. These functions
are simple to evaluate, since they involve only polynomials
of degree 2k + 1, and are used in computer graphics and



Fig. 1. Smoothstep functions S0, S1, S2, S3

visualizations [18]. We note that the range of first derivatives
of these functions increases with increasing k. In other words,
as k increases, the magnitude of the derivatives increases, too.

Theorem 1 Let f(x) and g(x) be two approximations for a
given function T (x) on overlapping intervals, as f : [a, b] →
R, g : [c, d]→ R, with a < c < b < d.

Define a blending combination with

h(x) = (1− α(x))f(x) + α(x)g(x) (2)

where α(x) is the smoothstep function on the overlapping
interval [c, b], such as

α(x) =


0 if x < c
Sk(

x−c
b−c ) if c ≤ x ≤ b

1 if b < x
(3)

where Sk is given by Equation (1). Then h(x) is defined
everywhere over the interval [a, d], is Ck continuous, and
the approximation given by h(x) is as good as the local
approximations f(x) and g(x).

Proof: Let ε be the approximation error for f and g, with
respect to input function T . In other words, |f(x)−T (x)| < ε
for a ≤ x ≤ b, and |g(x)− T (x)| < ε for c ≤ x ≤ d. If both
f(x) and g(x) are within ε from the test function T (x), we
prove that h(x) will be within ε from T (x).

Let α(x) be the smoothstep function over [c, b], so α(x) = 0
over [a, c] , while 1 − α(x) = 0 over [b, d]. The linear com-
bination h(x) is correctly defined everywhere in the interval
[a, d] (see Figure 2).

On the overlapping interval [c, b], we can bound the error
for the blended function h(x) as follows.

Fig. 2. Overlapping local approximations by blending

h(x)− T (x) =(1− α(x))f(x) + α(x)g(x)− T (x)
=(1− α(x))(f(x)− T (x)) + α(x)(g(x)− T (x))

Using the triangle inequality, we have the following.

|h(x)− T (x)| ≤|(1− α(x))(f(x)− T (x))|
+ |α(x)(g(x)− T (x))|

Next, (1− α(x)) ≥ 0, and α(x) ≥ 0 implies that

|(1− α(x)) · (f(x)− T (x))| =|1− α(x)| · |(f(x)− T (x))|
≤|1− α(x)| · ε

and

|α(x)(g(x)− T (x))| =|α(x)| · |g(x)− T (x)|
≤|α(x)|ε.

It follows that

|h(x)− T (x)| ≤ |1− α(x)| · ε+ |α(x)| · ε = ε.

We must also prove that if the approximations f , g and the
smoothstep function are Ck continuous, then the blending
approximation h(x) is Ck continuous. We apply the chain
rule of differentiation on Equation (2) and the fact that the
derivatives of degree 1 to k at the endpoints of the interval
[c, b] are 0. For example, consider the first derivative of h(x)
at the interval point c. The first derivative of h(x) from the left
at c is lim

x→c−
h′(x) = lim

x→c−
f ′(x) = f ′(c), while the derivative

from the right is

lim
x→c+

h′(x) = lim
x→c+

(f ′(x)(1− α(x)) + f(x)(−α′(x)))

+ lim
x→c+

(g′(x)α(x) + g(x)α′(x))

=f ′(c).



Fig. 3. Example of weight functions in a partition of unity

As lim
x→c+

(1−α(x)) = 1 , lim
x→c+

(−α′(x)) = 0 , lim
x→c+

α(x) = 0

and lim
x→c+

α′(x) = 0, it follows that

lim
x→c+

h′(x) = lim
x→c+

f ′(x) = f ′(c). Hence h′(x) is continuous
at c. Similarly, first derivative continuity can be proved at the
other end of the interval, b. Higher-degree derivative continuity
is proved in the same way, since the smoothstep function
derivatives up to order k are 0 at the interval ends c and b.

These properties are important in defining the approxima-
tions globally from the local approximations. We first divide
the 1-d domain into equal intervals, corresponding to 1-d
blocks. Then, we extend by ghosting each interval, so that
each block will cover a fraction of neighboring blocks. To
make bookkeeping easier, we use the same fraction of overlap
between blocks.

The approximation for each extended block can be com-
puted independently in parallel. Then local solutions are
blended according to Equation (2), ensuring continuity for
the global solution across blocks. Local approximations in
extended blocks are blended by using a partition of unity type
of formula

H(x) =

n∑
i=0

Wi(x)fi(x), (4)

in which Wi(x) are weights with compact support that satisfy

partition of unity constraint
n∑

i=0

Wi(x) = 1 , fi(x) are local

approximations, and H(x) is a global approximation. Figure 3
shows weight functions corresponding to a decomposition of
the interval [0, 10] into five subintervals, with an overlap of
0.3 per side. Note that the weight functions are constant (0 or
1) except for the overlapped subintervals between blocks.

B. Continuity in Higher Dimensions

Next, we show the construction in 2-d, but the same ideas
can be applied inductively for higher dimensions.

Figure 4 shows how to blend in 2-d. Basically, blending oc-
curs independently per direction. Different blending functions

Fig. 4. Domain decomposition, overlappingi, and blending in 2d

and different overlap ratios can be used in each direction. At
various points in the domain, the resulting global approxima-
tion is a combination of 1, 2, or 4 local approximations, if the
blocks are congruent, and their overlap ratios are less than 0.5.
The only requirement is that the extended blocks completely
cover the domain.

Consider the four overlapping blocks in Figure 4. Fi(x, y)
are their local approximations, with i = 0, ..., 3. Each of
the blocks has initial size δxδy and an extended size (δx +
2qx)(δy + 2qy). We define blending smoothstep functions in
the x and y directions, α(x) and β(y), with blending intervals
of size 2qx and 2qy . The blending functions α(x) and β(y)
vary from 0 to 1, and they are Ck continuous. For example,
extended block 0 has limits defined by [ax, bx] × [ay, by],
while extended block 1 has limits [cx, dx] × [ay, by], where
ax < cx < bx < dx, and ay < cy < by < dy . We define the
blending expression in 2-d as follows: First, in the x direction,
blend blocks 0 and 1 and also blocks 2 and 3:

H01(x, y) = F0(x, y)(1− α(x)) + F1(x, y)α(x) (5)

H23(x, y) = F2(x, y)(1− α(x)) + F3(x, y)α(x). (6)

Next, blend in the y direction:

H(x, y) = H01(x, y)(1− β(y)) +H23(x, y)β(y). (7)

The end result is a function defined in the domain covered by
the four blocks.

H(x, y) =F0(x, y)(1− α(x))(1− β(y))+ (8)
F1(x, y)α(x)(1− β(y))+
F2(x, y)(1− α(x))β(y)+
F3(x, y)α(x)β(y)

We note that Equation (8) can be interpreted as a partition of
unity on the domain covered by four blocks, with the weight
factors (1−α(x))(1−β(y)), α(x)(1−β(y)), (1−α(x))β(y),
and α(x)β(y). A 2-d weight function corresponding to an
extended 2-d block is a product of 1-d weight functions. An
example is shown in Figure 5.



Fig. 5. Example of a 2-d weight function

Fig. 6. Block independent approximations

Continuity and differentiability can be proved in higher-
dimensional cases. One may interpret Equations (5) and (6)
as an application of Theorem 1, when y is kept fixed. In other
words, the theorem can be applied for H01(x, y) and H23(x, y)
as functions of x only. So, H01(x, y) and H23(x, y) are Ck

with respect to x. Because F0(x, y) and F1(x, y) are Ck with
respect to y, we can conclude that H01(x, y) and H23(x, y)
are Ck-continuous with respect to both variables. Applying
once again Theorem 1 for Equation (7), with y as primary
variable, we conclude that H(x, y) is Ck in y. So H(x, y) is
Ck in both variables.

For example, Figure 6 shows a 2-d rectangular domain
decomposition in 20 structured blocks. This is a 2-d slice
of a 3-d dataset that will be used for experimental results
in Section V. Local approximations are Ck, and they overlap
across the boundary lines, as in Figure 7. Each approximation
is then blended with its neighbors, resulting in a smooth Ck

global approximation, as in Figure 8, which shows a zoomed-
in detail of a transition area between neighboring blocks.

Fig. 7. Detail of overlapping approximations over 4 blocks

Fig. 8. Blended detail over 4 blocks

C. Blending Block Approximations

Algorithm 1 shows the main steps for blending. Throughout,
we are using DIY [14] for block decomposition, computation
of the overlap domains, ghost layer, and for communication
between blocks. Global domain D is decomposed into blocks
Bi, which are then extended by a fraction to overlap the neigh-
bors. Approximations are then made locally, independently, for
each extended block, using MFA [1]. There are communication
steps for sending the requests from overlapped regions to
neighboring blocks and for receiving the evaluations from
neighboring blocks. Approximations and evaluations are local
operations per block, and blending is also a local operation
after the values are received from neighboring blocks. For
structured data, the communication pattern is predictable and
localized to exchanging information only between neighboring



blocks.

Algorithm 1 Global Blending Method
1: function GLOBALBLEND
2: Bi ← decompose(D), i = 1, N
3: Bext

i ← extend(Bi)
4: Fi ← localF it(Bext

i )
5: for x ∈ Bi do
6: f(x)← Fi(x)
7: if x ∈ overlap(Bi) then
8: receive evaluations from neighbors
9: fj(x)← Fj(x) for j ∈ {neighbors(i)}

10: blend(x)
return

Algorithm 2 explains the blending methodology for the mul-
tidimensional case, by using the direction of the neighboring
affected blocks, relative distance to the shared boundary, and
size of the overlap per direction. For a given position x in
the overlapped regions, each extended block that covers it
computes a different approximation. The blended result is a
weighted average, with weights dependent just on position
x, similar to Equation (8). Each weight is a product of one-
dimensional weights, corresponding to each dimension. Each
one-dimensional weight is of the form α(x) or 1 − α(x),
depending on whether the neighboring block is in the positive
or negative direction.

Algorithm 2 Multidimensional Blending
1: function BLEND(x)
2: val← local MFA(x)
3: nbor ← affected neighbors(x)
4: dir ← quadrant(x)
5: blending[D]← 1
6: for all d ∈ domain dimensions D do
7: if dir(d) < 0 then
8: blending[d]← 1− α(xd)
9: if dir(d) > 0 then

10: blending[d]← α(xd)

11: val← val · blending[d]
12: for all neighbor ∈ nbor do
13: val remote← remote MFA(x)
14: factor ← 1
15: for all d ∈ domain dimensions D do
16: if dir(d) 6= 0 then
17: factor ← 1− blending[d]
18: else
19: factor ← blending[d]

20: val← val+ factor ∗ val remote
return val

V. EXPERIMENTAL RESULTS

We performed two sets of experiments, one with synthetic
data and the other with simulation data, on the Bebop cluster at
the Argonne Laboratory Computing Resource Center. Bebop
has 1,024 public nodes, with Intel Broadwell or Intel Knights
Landing (KNL) processors, with 128 GB of memory per
Broadwell node, and 104 GB per KNL node. It has an Omni-
Path fabric interconnect. Broadwell processors have 36 cores,
while KNL processors have 64 cores. We used Broadwell
processors for these tests.

Fig. 9. Example of sinc approximation on 16 blocks.

A. Synthetic Data

Sinc is a synthetic dataset of the cardinal sine function,
y = sin(x)/x, that we can generate in any dimensionality
and resolution. To increase the range and slope of the data,
we scaled the sinc function by a factor of 10. The 1-d
sinc function is f(x) = 10sinc(x). In two dimensions,
f(x, y) = 10sinc(x)sinc(y), and so forth for higher dimen-
sions. Figure 9 shows a 2-d sinc function solved on 16 blocks.
The sinc function was chosen for its smoothness; because of
its high degree of continuity, the MFA is able to model such
data efficiently using high degree (we used k = 4).

In this experiment, we selected a fixed number of 2 DIY
blocks per MPI process; we used a fixed number of input
points per block per direction (50), a fixed overlap fraction
between blocks (0.1, or 10%), a fixed number of control points
per block and per direction (6), and a fixed spatial dimension
(3). We wanted to estimate how much more expensive it
is to use blending, compared with just evaluating points
independently on each block. A uniform grid of points was
evaluated for each block, with 21 points per direction. In each
direction, points that are within the 10% overlap are blended
with neighboring blocks.

In the weak-scaling study, we varied the number of MPI
processes from 1 to 2048, while keeping the amount of work
constant per process. The number of processes is at most 32
per node, and tests with no more than 32 MPI processes
are run on one node. The results in Figure 10 show good
scalability, since the times for evaluating and blending remain
almost constant with increasing number of processes. Blending
is slightly more expensive than just point evaluation, but
Figure 10 shows that the blending cost remains within a
constant of the evaluating-only cost, and the overhead for
blending is approximately 150%.

B. Scientific Data

In Figure 11 we show strong scaling on an actual scientific
dataset. S3D is a turbulent combustion dataset generated by an



Fig. 10. Weak scaling for sinc 3-d blending

Fig. 11. Strong scaling for S3D dataset

S3D simulation [19] of fuel jet combustion in the presence of
an external cross-flow [20]–[23]. The domain is 3-d (x, y, z)
(704 × 540 × 550), and the range variable f(x, y, z) is the
magnitude of the 3-d velocity. This dataset can be sliced to
produce 1-d, and 2-d cross-sections, but in this experiment
it is used in its original 3-d form. A 2-d slice is shown in
Figure 6. We used k = 3 for modeling the S3D dataset. The
number of control points per direction is about 5 times smaller
than the number of input points. We used fixed encoding as
in [1], and we doubled the number of blocks alternatively per
direction. We used a fixed overlap (ghosting) of 2 input points
per direction and a constant loading factor of 2 DIY blocks per
MPI process. We started with a grid of 2× 1× 1 blocks on 1
process and ended with a grid of 16×16×16 blocks on 2,048
processes. We used 32 processes per node, so the experiments
on at most 32 tasks are run on one node only. Blending added
a factor of about 2.2 to the cost of evaluating, and the strong-
scaling efficiency is 52% at 2,048 MPI processes.

C. Overlap Cost

Figure 12 shows the total cost of blending, with respect
to the number of ghost points per direction. This experiment
was run on the same S3D combustion dataset, on 16 compute
nodes, with 32 MPI processes per node and 2 DIY blocks per

Fig. 12. Computational cost of increasing overlap size

MPI process. Blocks are arranged in a structure 8 × 8 × 16,
they are not all the same size. The average size of the blocks
is 71× 70× 47. The number of ghost layers varies from 2 to
20. Although blending is more expensive, the cost increases
almost linearly with the size of the ghosting layer. This is
expected, because the number of points to be blended for one
block depends on the boundary area of the block and the size
of the ghosting layer. The extra cost involves communication
between blocks (as shown in Algorithm 1) and the blending
computation.

Figures 13 and 14 show a 1-d experiment in which we study
the effect of the size of the overlap. We approximate input
data with a global MFA with a fixed number of control points
(16) and degree 3. We split the problem into two overlapping
intervals. We approximate each interval with a local MFA with
8 control points and degree 3, and we blend according to
Equation (2) with a blending function of degree 3. We vary
the size of the overlap, and we study the effect on the resulting
blending approximation and its first derivative.

The top panel in each figure shows the initial input points,
global approximation, local approximations for left and right
interval, and blended approximation. The middle panel shows
the first derivatives of the global approximation, of each local
approximation, and of the blended approximation. The bottom
panel shows the difference between the first derivative of
the global approximation and first derivative of the blended
approximation. The vertical dashed lines show the overlap
region, where blending occurs.

From Figures 13 and 14 (where Figure 14 is a zoomed-
in version over the blending interval of the Figure 13) one
may conclude that the amount of overlap was insufficient to
approximate the first derivative, because of the spike in the
difference in the first derivatives in the blended region.

Figure 15 shows the effect of varying the overlap size on the
first derivative difference. The number of input points in the
overlap area varies from 3 to 9, or 1 to 4 extra points per side.
A notable spike occurs in the first derivative of the difference
when the number of input points is lower. This is due to
the fact that the blending function first derivative magnitude
increases with reducing of the overlap interval, everything else
being constant. For overlap size of about 4 input points on each



Fig. 13. 1-D overlap experiment

size (9 in total), the difference in the first derivative in the
blending region is about the same magnitude as in the global
interval. At the same time, differences in the first derivatives
increase in the rest of the interval because more input points
are now approximated for the same number of control points
per extended interval. We can try to correlate the degree of the
blending function with the size of the overlap, and we suggest
at least k input points overlap on each side, when k is the
continuity degree of the blending function.

VI. CONCLUSION

In this paper, we showed a simple way to ensure conti-
nuity across block boundaries for MFA approximations, and
we showed that the method is scalable and its overhead
is manageable. We extended blocks with neighboring block
data, and we used a multidimensional blending strategy to
compute a global approximation that has a desired degree
of continuity, as a postprocessing step, during the evaluation
of the approximation solution at any point in the domain. In
our experiments, we kept a fitting process within each block
simple, with a fixed number of control points per direction and
per block, since the primary goal of this research is to prove
that the blending method used is scalable.

We plan to combine this method with local adaptivity
approaches as in [1] and [24], which guarantee a local approx-
imation error that is user-defined for each local block. Each

Fig. 14. 1-D overlap experiment zoom-in detail

Fig. 15. Effect of the overlap size in first derivative difference



block will adapt its solution to the local input data. Postpro-
cessing blending will just ensure that the global solution is
continuous and differentiable over the global domain, keeping
the global error under control.

In contrast to enforcing the solution continuity as a postpro-
cessing step through blending functions, a domain decomposi-
tion [25] approach to computing the MFA in a concurrent fash-
ion can be employed with constrained minimizers that enforce
Ck continuity in the solution across subdomain interfaces.
Such an approach would guarantee that the MFA represents the
underlying input data without approximations, and would re-
move the need for corrections during the evaluation stage. Note
that this procedure can be applied hierarchically for arbitrary-
dimensional problems as well. However, the optimization-
based solvers such as L-BFGS or the truncated-Newton family
[26] will impose a higher overall encoding computational cost
as opposed to the overhead introduced through blending with
overlaps. As part of our future MFA studies, we will explore
a domain-decomposed additive-Schwartz method [27], with
adaptivity, to optimally converge to a global MFA represen-
tation that satisfies user-specified error tolerances; we will
compare both the approximations and the parallel performance
with the blending scheme introduced in this paper.
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